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Improvements on Autonomous Control using Optical Flow 

In order to create intelligent robots that are able to react to their environment through com
puter vision, it has been of interest to study how humans, and animals receive and process visual 
information. It has been shown that animals, such as bats, use a vision processing technique 
called optical flow to understand how to navigate the environment. Optical flow is a quantitative 
measure of how objects are 'moving' relative to the observer. For example, when you drive a car, 
the objects appear to move toward you at a rate depending upon your speed. Optical flow uses 
information based on how images are changing to create flow vectors for keypoints. The key to 
making use optical flow for feedback control is the idea of time to transit, which is a measure 
of how long it will take the observer to reach an object in its field of view. Simply using optical 
flow data, this time to transit can be calculated without knowing the distance to the object, or the 
size of the object itself. This can be implemented in real time and used to autonomously con
trol vehicles. Work in this area will prove useful in military, surveillance, and even commercial 
applications. 

It is the goal of this research to continue upon the work in optical flow started by Paul See
bacher at Boston University in 2015. Seebacher used optical flow to create a control algorithm 
for autonomous navigation of a quadrotor, specifically the Parrot AR.Drone2. The work resulted 
in a novel system that was able to traverse straight hallways and roads autonomously. Due to 
its expansive nature, there remains many avenues for future research. The first step in extend
ing this work will naturally be a thorough review and study of the existing work. This includes 
gaining a working knowledge of the Lucas-Kanade optical flow algorithm, and the FAST and 
FReaK detection and description algorithms, used for finding and tracking keypoints in the work. 
An understanding of the dynamics of the quadrotor and the control system equations for motion 
must also be acquired. The original code for the work was also written in Python, so becoming 
agile with the language is necessary to understand what has been done. 

Once the system is fully understood, the first area for improvement for this term project 
will be attempting to find a solution to the latency problem that plagued the system. Currently, 
the system faces latency in communication between the drone and the computer, which was 
mitigated by only allowing the drone to fly at low speeds. This problem will be first addressed 
by researching the robotic platform options now available, including considerations for on-board 
processing. New python libraries may have also become available since Seebacher's work, which 
will also be explored as improved coding could reduce latency. In the same light, changing the 
programming language entirely could potentially be beneficial. 

The next area for improvement that will be explored is the idea of optical servoing. The 
current system only allows for a vehicle to travel in a straight corridor and uses only one front 
facing camera. In order to allow for the drone to turn a corner, new control algorithms using 
the optical flow data must be developed. The consideration of adding two side facing cameras 
in addition to the front facing camera to facilitate this will also be explored. The system will 
need to have a protocol for switching between which cameras it uses for feedback. For example, 
if the quadrotor comes to a comer, it can switch to the side camera facing the direction it will 
travel. In conclusion, this term project will require ample initial research to get up to speed with 
the current system, and will provide invaluable experience working with a real application of 
computer vision and system controls, in addition to providing a groundwork for potential future 
thesis work on the topic. 



Project Proposal 

For my project, I would like to apply deep learning to the problem of control. Over the past 

handful of years, deep learning techniques have shown to be very effective at one-step tasks such 

as image classification or regression. However, in the past year techniques that use neural 
networks as function approximators have made strong progress in sequential learning tasks that 
involve large state and action spaces. Indeed, A.I. systems have bested expert humans in 
complex games such as Go, Texas Hold'em, and Atari. For my project, I would like to build 
software that applies deep reinforcement learning, techniques that combine reinforcement 
learning algorithms with neural network function approximation, to classical control problems in a 
simulated environment. 

My primary goal is to build software that uses neural networks to learn how to solve the 
inverted pendulum problem. I plan to use the deep reinforcement learning technique known as 
policy gradients for this problem. Policy gradient methods are essentially trial-and-error learning 
techniques, in which actions that produce positive rewards are made to occur more often while 

actions that yield negative rewards are made to occur less often. Policy gradient methods learn in 
this manner by optimizing a neural network that maps the state space to action space. I will use 
the cart-pole environment from OpenAI Gym to simulate the inverted pendulum environment 

(https:llgym.openai.com/envs/CartPole-v0). 

My ultimate goal would be to apply deep reinforcement learning techniques to more 
complex control problems such as multi-joint simulations. The OpenAI gym contains many of 
these environments, including ones in which a humanoid figure can learn to walk or stand up from 
a seated position. Successful simulations in these environments will likely require implementing 
more advanced deep reinforcement learning techniques such as actor-critic methods that involve 
learning both state-action and action-reward neural network mappings. 

I am confident I will be able to at least achieve my primary goal due to my prior experience 
with deep learning-based software. Last semester, I completed deep learning projects in both my 
machine learning and software design courses. I am comfortable using deep learning software 
frameworks such as TensorFlow and Keras to build neural networks. I also have experience 
using Amazon Web Services to train neural networks using GPUs in order to improve training 
times. 


